Jlekuunsa 8:
Oby4yeHne HENPOHHbIX CETEWN,
HacTb 2



AddOn: NHTynumusa Teopembl LibiI6eHKo:

MoXXeT N HEMPOHHas CETb annpPOKCMMUPOBATL NPOU3BOSTbHYIO OYHKLMIO?
f(2)

Hosua Mmnbbept

1900 - 13 npobnema NnbbepTa - AoKa3aTeENbCTBO CYLLECTBOBAHUS peELLEHUI ANa BCeX YpaBHEHU 7-MOW
cTeneHu B Buae anrebpanyecknx (HenpepbIBHbIX) PYHKLNA.

1956 - Teopema Konmoroposa-ApHosibaa 0 npeactaBneHnn.
Kaxxayto MHOrOMepHYH HeNpepbIBHYO PYHKLMIO MOXKHO 3anucaTtb B BUAE KOHEYHOW KOMMO3ULMN HEMPEPbIBHbIX
dYHKLMI OOQHON NepeMEHHON 1 BUHAPHOW onepaumn CIIOXKEHUS.

1989 - YHuBepcanbHas Teopema annpokcumauum (Libi6eHko). Jtobyto yHKLMIO MOXKHO annpoKCMMUpOoBaTh
CETbIO NPAMOro PacnpoCTPaHEHUsI C OAHUM CKPbITbIM CO0eM U (PYHKUMAMM akTUBaLMM CUrMONLanbHOro Tuna.

2021 - TNpobnema BHOBb akTyarbHa ans anrebpanyecknx qyHKumm!
Zinovy Reichstein, From Hilbert’s 13th problem to essential dimension and back, EMS magazine, 2021
https://habr.com/ru/post/544266/

A.B. HukoHopoB, ocHoBaHO Ha kypce http://cs231n.stanford.edu/
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AddOn: NHTynumnsa teopemsol LIbIOeHKO:

Output frem top hidden neuron

b= -400

w = 999 A

R { —> 0 S —

CurmonganbHbI HEMPOH AaeT
€OVHUNYHbIN CKa4oK

e -
e
t~y
- — -
The diagram on the left depicts continuous function approximation with a
series of step functions, while the diagram on the right {llustrates a single

boxcar step function

Ha ocHoBe NpsAMOYrofnbHbIX UMMYTbCOB MOXHO
"nocTponTb" annpokcnmMaumo NPon3BosSIbHON

doyHKLMN

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/
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CurmonganbHbI HEMPOH daeT
NPSAMOYrONbHbLIM UMMYNbLC

Npeqa otcrona:
http://neuralnetworksanddeeplearning.com/chap4.html
Knura:

Advanced Deep Learning with Python. By Ivan Vasilev



http://neuralnetworksanddeeplearning.com/chap4.html

Bcnommnuaem: ®yHKUMM akTMBaLUM

Sigmoid Leaky ReLU )
0_(3:) _ 1+é_m maX(O.]_.fU, 3:)

tanh V Maxout

tanh(a:') o 4 . max(w{ z + by, wd x + by)

RelLU ELU
max(0, x) z z20
— ) ae® —1) =<0

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/




Bcnommnuaem: ®yHKUMM akTMBaLUM

Sigmoid Leaky ReLU )
0_(33) _ 1+i_m maX(O.]_.CU, 33)

Maxout
max(w{ z + by, wd x + by)

RelLU ELU

max(0, z) ey 2

Mo ymonyaHuio

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



BcnomunHaem: nHuumanmsauns BecosB

UHuumanusauma maneHbKas:
AKTMBaUMKN HyneBble, rpaaneHTbI HYIEBbIE,
He yuntca =(
UHuumnanusauma 6onblian:
HacblweHue aktBaumn (tanh),
HyneBble rpagueHThl,

: . He yuntcsa =(
Xopouwas nHMumanusaums.

H m m m XopoLune pacrnpenerieHna aktmsaumn no
‘ ‘ BCEM cnosiM, Yuutcs! =)

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/




BcnomuHaeM: noarotoBka AaHHbIX

original data zero-centered data normalized data

10 10 10

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



BcnommnHaem: Batch Normalization [loffe and Szegedy, 2015]

Bxoa: »: N x D

1 N
MZ%NE:%J
=1

[TokaHanbHOE cpeaHee,
pasmepHocTn D

2 E : 2 [lokaHanbHas
J N ( tJ ’uﬁ') avcnepcus,

OGOy4yaemble napameTpbl 1 N
MacLiTad v caBwur:
D, =1
P s Tig Ty
(2N

Mopobpa v =0, \J o5+ €
£= p© nonyvmm .
MOEHTUYHOE Yij = Vi%ij + B

npeobpasoBaHue!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

pa3mepHocTn D
HopmannsoBaHHbIN X,
pasmepHocTn N x D

Bbixoa,
pasmepHocTn N x D



CeroaHst:

- MunHnMmnanpyem owinbky odyveHus:
- Kpymbie ontnummusatopbl (Optimizers)
- [NonunTtukm Learning rate

- MunHnMmmnanpyem onbKy Ha TecTe:
- Perynapusauus
- [logbop rmnepnapameTpoB

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Minimizing of the cost function J(0) over the data Momentum 7:

0=0—n-VgaJ(0). «BanmipHbIA» IrpaJJU€HTHBIN CITYCK
0=0—n-VeJ(0;z();y®) Croxactrueckuii ['C n(A) — learning rate
8 =0 —n-VoJ(8;z ) yEHn))  Mini-batch SGD - makernsrit CI'C Perynsipusanus Hame Bee!

v = Y01 + Ve J(6) - Weight decay
6=26—1v - Dropout
- Pruning - koHTpacTupoBanue
Mopudukaryu SGD yuursiBaioT aHu3oTponuio ¢pa3oBoro - Batch-norm

npocTpaHcTBa — Adam etc.

2. Weight penalty terms

- SGD

—— Momentum
- NAG

— Adagrad

E=1D(r,-—yj)’+i‘mvr;f E=30(-u) +50w|
Adadelta o -

Rmsprop

AW —t()X AW,

i _\W = w X -—f/snan(w )

weight elimination with W, = 1

i Wi W
E=30(-9) +50 e
27 25 1+w; /wy

weight penalty

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



OnTuMunsaumus

# Vanilla Gradient Descent

while True:
weights grad = evaluate gradient(loss fun, data, weights)
weights += - step size * weights grad # perform parameter update

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Ontummnsauyms: npobnemol SGD

UTo ecnn owmbka cnagaet ObICTPO MO OAHOMY HanpaBEHMIO U
MeasfeHHOo Mo gpyromy?
YTto ByaeT ¢ rpagmeHTHbIM CNYyCKOM?

®OYHKUMA NOTEPb MMEET BbICOKOE YUCIIO OOYCIOBNEHHOCTH: wi

OTHOLUEHMEe MaKcmManbHOro coocTteeHHoro ymncna feccmana k
MWHUManbHOMY 6onbLuoe

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Ontummnsauyms: npobnemol SGD

YTto ecnn owmbka cnagaet 6bICTPO NO 0OAHOMY HarnpaBfiEHUIO U
MeasneHHo Nno gpyromy?
YUTto 6yneT ¢ rpagmMeHTHbIM ClyCKOM?

Hun3kasi ckopocTb MO OAHOMY HanpaBneHuto, pasdpoc No Apyromy
HanpaBneHuto

DyHKUMSA NOTEPb MMEET BbICOKOE YUCNO OOYCIIOBIIEHHOCTM: wl
OTHOLUEHMEe MaKcmManbHOro coocTteeHHoro ymncna feccmana k
MWHUMarbHOMY 6onbLloe

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Ontummnsauyms: npobnemol SGD

A

YTo ecnu nonagem
roKanbHbIN
MWUHUMYM UITN
cegnoBasi TOYKa?

loss

\ =

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Ontummnsauyms: npobnemol SGD

YTo ecnu nonagem
roKanbHbIN
MWUHUMYM UITN
ceanoBad To4vka?

[1nA BbICOKOW pa3MepHOCTH
ceanoBble TOYKKN bornee
BEPOSATHbI

Dauphin et al, “Identifying and attacking the saddle point problem in high-dimensional non-convex optimization”, NIPS 2014

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTumnsauus: npodnemol SGD

[pagueHTbl N0 MUHMBaT4Yam
3alymneHbl!

L(W) = ZL (3,93, W

N
1

=1

A.B. HukoHopoB, ocHoBaHoO Ha Kypce http://cs231n.stanford.edu/



SGD + Momentum

SGD

Li41 — L — CXVf(CEt)

while True:
dx = compute_gradient(x)
x —= learning_rate * dx

SGD+Momentum
Vt41 = PVt -+ Vf(ﬂi‘t)

Lt4+1 = Lt — AUt

vx = 0

while True:
dx = compute_gradient(x)
vX = rho * vx + dx
X —= learning_rate * vx

- OueHum “CKOpOCTb” Kak CKOSb3silee cpeaHee rpagneHToB
- Rho 3apaet “rnbkoctb”; 06bI4HO, rh0=0.9 nnun 0.99

Sutskever et al, “On the importance of initialization and momentum in deep learning”, ICML 2013

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



SGD + Momentum Gradient Noise

SGD without momentum

==

SGD with momentum

===

— SGD mmm— SGD+Momentum

Local Minima  Saddle points

cost

F Movement =

Negative of Gradient + Momentum

—p Negative of Gradient
«enap Momentum
—p Real Movement

W
l
|
¥
P!

Gradient=0
https://medium.com/analytics-vidhya/momentum-rmsprop-and-adam-optimizer-5769721b4b19

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



SGD + Momentum

SGD+Momentum SGD+Momentum
V41 = PVt — ()AVf(ZUt) Vt41 = PVt ~+ Vf(iﬁt)
Ti+1 = Tt + Vg1 T4l = Tt — QU1
vx = 0 Sl
while True: while True:
dx = compute_gradient(x) dx = compute_gradient(x)
vx = rho *x vx — learning_rate * dx vX = rho * vx + dx
X += VX X —= learning_rate * vx

SGD+Momentum nmMeeT HECKOMBbKO (OOPMYITMPOBOK, HO
OHW MPUBOAAT K OANHAKOBOW NnocrieqoBaTenibHOCTU X

Sutskever et al, “On the importance of initialization and momentum in deep learning”, ICML 2013

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Nesterov Momentum

Momentum:

Velocity

actual step

Gradient

KoMOGuHupyem rpagneHT B TEKYLLIEN TOYKE
CO CKOPOCTbHIO YTOBbI NONy4nTb
0oOHOBMEHNE BECOB

Nesterov, “A method of solving a convex programming problem with convergence rate O(1/k"2)”, 1983
Nesterov, “Introductory lectures on convex optimization: a basic course”, 2004
Sutskever et al, “On the importance of initialization and momentum in deep learning”, ICML 2013

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

Nesterov Momentum

Gradient
Velocity

actual step

“3arnsaHem Bnepen” B TOYKY, Kyda Hac npuseneT
«CKOPOCTb»; OLIEHUM rpagMeHT Tam U
CKOMBMHMPYEM HOBbIN FPaQMEHT CO CKOPOCTLIO,
4YTOObI NONY4YNTL OBHOBMEHNE BECOB



Nesterov Momentum

Ho Ham HyXHO B
Vir1 = pur — aV f(xy + pvg) | Tepmunax xt, V f ()
Ti41 = Tt + V41
Gradient
Velocity
3amMeHnMm ~
NnepeMeHHyIo: Ty = Tt + PU¢ actual step

Vi1 = pup — aV f(Ty)
Tir1 = T¢ — pvg + (1 + p)vega

“3arnsaHem Bnepen” B TOYKY, Kyda Hac npuseneT
~ L «CKOPOCTb»; OLIEHUM rpagMeHT Tam U
Lt _l_ Ut"‘l —1_ P('Ui;-|-1 Ut) CKOMBMHMPYEM HOBbIN FPaQMEHT CO CKOPOCTLIO,

4YTOObI NONY4YNTL OBHOBMEHNE BECOB

https://cs231n.github.io/neural-networks-3/

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Nesterov Momentum
% : /J;_,.// ; \\ SGD

— Momentumg
e NAG g
- Adagrad
Adadelta
Rmsprop

https://wandb.ai/lavanyashukla/visualize-models/reports/Gradient-Descent-vs-Adagrad-vs-
Momentum-in-TensorFlow--VmlldzoxOTg2 MM

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/


https://wandb.ai/lavanyashukla/visualize-models/reports/Gradient-Descent-vs-Adagrad-vs-Momentum-in-TensorFlow--VmlldzoxOTg2MjM

AdaGrad — HopMupyem rpagueHThl

grad_squared = 0

while True:

dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / (np.sqgrt(grad_squared) + le-7)

[o6GaBnM NO3NEMEHTHYIO HOPMUPOBKY Ha HAKOMIEHHYIO ONNHY
rpagueHTa no Kaxkaom koopauHarte

[Monyunm “learning rate gns kaxgoro

napameTpa” unu “aganTmBHbIN learning
rate”

Duchi et al, “Adaptive subgradient methods for online learning and stochastic optimization”, JMLR 2011

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



AdaGrad

grad_squared = 0
while True:
dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / knp.sqrt(grad_squared) + le-7)

Slew
o (@lie——— >> '}
S 7 =

https://medium.com/analytics-vidhya/momentum-rmsprop-and-adam-optimizer-5769721b4b19

Q: YTto Ham 31O gacTt?

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AdaGrad

grad_squared = 0
while True:
dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / knp.sqrt(grad_squared) + le-7)

slag
D > A s

https://medium.com/analytics-vidhya/momentum-rmsprop-and-adam-optimizer-5769721b4b19

Q- L‘ITO HaM 3TO ,D,aCT’? Cnyck no “kpyTbIM” HAaNpaBnNeHUsIM 3aMeanTCs;

no “NNOCK1UM” yCKOpUTCS

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AdaGrad

grad_squared = 0
while True:
dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / knp.sqrt(grad_squared) + le-7)

Slew
o @ie——— >}
S A =

https://medium.com/analytics-vidhya/momentum-rmsprop-and-adam-optimizer-5769721b4b19

Q2: YTto OyoeT ¢ pasaMepom Lwara ¢ TEHEHNEM
BpeMeHn?

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AdaGrad

grad_squared = 0
while True:
dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / knp.sqrt(grad_squared) + le-7)

Slew
o @ie——— >}
S A =

https://medium.com/analytics-vidhya/momentum-rmsprop-and-adam-optimizer-5769721b4b19

Q2: Uto byneT c pasamMepomMm Lara C TEHEHNEM  3aryxer ao Hynsi....
BpeMeHn?

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



RMSProp: “AdaGrad ¢ yteykon”

grad_squared = 0
while True:

AdaGrad dx = compute_gradient(x)
grad_squared += dx * dx
X -= learning_rate * dx / (np.sqgrt(grad_squared) + 1le-7)

grad_squared = 0

while True:

RMSPrOp dx = compute_gradient(x)

grad_squared = decay_rate * grad_squared + (1 - decay_rate) * dx * dx

X -= learning_rate * dx / (np.sqrt(grad_squared) + le-7)

Tieleman and Hinton, 2012

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



RMSProp

SGD -
Momentum F
NAG -
Adagrad
Adadelta
Rmsprop

https://wandb.ai/lavanyashukla/visualize-models/reports/Gradient-Descent-vs-Adagrad-vs-
Momentum-in-TensorFlow--VmlldzoxOTg2 MM

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/


https://wandb.ai/lavanyashukla/visualize-models/reports/Gradient-Descent-vs-Adagrad-vs-Momentum-in-TensorFlow--VmlldzoxOTg2MjM

Adam (ynpoLleHHO)

first_moment = 0

second_moment = 0

while True:

dx = compute_gradient(x)

first_moment = betal * first_moment + (1 - betal) * dx Momentum
second_moment = beta second_moment + - beta X, K
X -= learning_rate * first_moment / (np.sqrt(second_moment) + 1e-7)) AdaGrad / RMSPrOp

Adam = RMSProp + momentum

Ho ¢ oueHkaMmn MOMeHTOB B Ha4arne byayTt npobnemeoi...

Kingma and Ba, “Adam: A method for stochastic optimization”, ICLR 2015

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Adam (nonHagqa Bepcus)

first_moment = 0

second_moment = 0

for t in range(1, num_iterations):
dx = compute_gradient(x)

first_moment = betal * first_moment + (1 - betal) * dx

second_moment = beta2 * second_moment + (1 - beta2) * dx * dx

first_unbias = first_moment / (1 - betal ** t)
second_unbias = second_moment / (1 - beta2z ** t)

x -= learning_rate * first_unbias / (np.sqrt(second_unbias) + 1le-7))

KoppeKkuunsi CMeLLeHNda C y4eTOM TOro, YTO OuEeHKM first n
second moment BHa4yane 6yayT HyneBble

Adam c betal = 0.9, n

Momentum

Bias correction

AdaGrad / RMSProp

Kingma and Ba, “Adam: A method for stochastic optimization”, ICLR 2015 betaz = 0999’ n Iearnlng_rate - 16-3 or 56-4

BbIGOP NO yMOnyaHuio!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Adam

MMIST Multilayer Meural Netwark + dropaut

10t v
AR : : —  AdaGrad
"'-._ : E — RM5SProp
kY : 5 —  SGDOMesterov
B : —  AdaDelta
o
[=
E
E
w0 b
0 50 100 150 200

iterations over entire dataset

Comparison of Adam to Other Optimization Algorithms Training a
Multilayer Percepiron

Kingma and Ba, “Adam: A method for stochastic optimization”, ICLR 2015

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



HacTponka ckopocTn 0by4yeHuns
(learning rate)

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



SGD, SGD+Momentum, Adagrad, RMSProp, Adam nmetoT
rmnepnapameTp learning rate

A

loss

Q: Kakon n3 atux learning
rates nydwmmn?

low learning rate

high learning rate

good learning rate

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



SGD, SGD+Momentum, Adagrad, RMSProp, Adam nmetoT
rmnepnapameTp learning rate

A

loss

low learning rate

high learning rate

good learning rate

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

Q: Kakon n3 atux learning
rates nydwmmn?

A: HayHeMm c bonbLioro,
3aKOHYMM ManeHbknm!



3aTyxaHune CKOpoCTU 00y4YeHUH

Training Loss

Mo waram (step): YMeHbLlaeM CKOPOCTb

Reduce |earning rate o6yqu|/|9| B HECKOJ1bKNX CbI/IKCI/IpOBaHHbIX
To4ykax. Hanpumep, ansa ResNet,

l ymHoXaem LR Ha 0.1 nocne anox 30, 60

n 90.

0 20 40 60 80 100

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



3aTyxaHune CKOpoCTU 00y4YeHUH

Learning rate
10 - Step: YMeHbLaeM CKOpoCTb 00y4eHns B

HECKOJIbKUX Cbl/l KCNPOBAHHbLIX TOYKax.

°%] Hanpumep, ans ResNet, ymHoxaem LR Ha 0.1
06 - nocne 3anox 30, 60 n 90.
0.4 4

1
02- Cosine: oy = 50 (1 4 cos(tw/T))

0.0 1
0 20 40 60 80 100
Epoch
(X() : HayanbHbIi learning rate
Loshchilov and Hutter, “SGDR: Stochastic Gradient Descent with Warm Restarts”, ICLR 2017 a . .
Radford et al, “Improving Language Understanding by Generative Pre-Training”, 2018 t . Leamlng rate B 3|'|0Xy t

Feichtenhofer et al, “SlowFast Networks for Video Recognition”, arXiv 2018

Child at al, “Generating Long Sequences with Sparse Transformers”, arXiv 2019 T - YACJIO 3NOX

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



3aTyxaHune CKOpoCTU 00y4YeHUH

Training Loss
10 Step: YMeHbLUaeM CKOPOCTb O0y4eHMs B

HECKOJTbKNUX (OUKCUPOBAHHbIX TOYKaX.
Hanpumep, ana ResNet, ymHoxxaem LR Ha 0.1
nocne anox 30, 60 n 90.

Loss

1
Cosine: o4 = 5 @0 (1 4 cos(tw/T))

00 T T T T T
0 50 100 150 200 250 300
Epoch
(X() : HayanbHbIi learning rate
Loshchilov and Hutter, “SGDR: Stochastic Gradient Descent with Warm Restarts”, ICLR 2017 a t . .
Radford et al, “Improving Language Understanding by Generative Pre-Training”, 2018 . Leamlng rate B 3|'|0Xy t
Feichtenhofer et al, “SlowFast Networks for Video Recognition”, arXiv 2018 T * YUICINO 3MNO0X

Child at al, “Generating Long Sequences with Sparse Transformers”, arXiv 2019

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



3aTyxaHune CKOpoCTU 00y4YeHUH

Learning rate
10 Step: YMeHbLlIaeM CKOpoCTb 00y4eHNs B

HECKOJTbKNUX (OUKCUPOBAHHbIX TOYKaX.
Hanpumep, ana ResNet, ymHoxxaem LR Ha 0.1
06 1 nocne anox 30, 60 n 90.

0.8 1

0.4 1

1
021 Cosine: ot = 5060 (1 + COS(W/T))

i ®» @ & » 1w Linearr ar=ap(l—1t/T)
Epoch

0.0 1

(X() : HayanbHbIi learning rate

(Yt : Learning rate B anoxy t

Devlin et al, “BERT: Pre-training of Deep Bidirectional Transformers for .
Language Understanding”, 2018 T . YUACJ10 9MNOoX

Csexue pabotbl!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



3aTyxaHune CKOpoCTU 00y4YeHUH

Learning rate

Step: YMeHbLlIaeM CKOpoCTb 00y4eHNs B
HECKOJTbKNUX (OUKCUPOBAHHbIX TOYKaX.

ER Hanpumep, ana ResNet, ymHoxxaem LR Ha 0.1
nocne anox 30, 60 n 90.

10 A

06 A

0.4 1 1
Cosine: a; = 5 @0 (1 + cos(tm/T))

0.2 1

. - p - - - Linear: oy = ap(l —t/T)
Epoch
Inverse sqrt: Yy = Ozo/\ﬁ
Vaswani et al, “Attention is all you need”, NIPS 2017 go - HayanbHbIV Iearning rate
Ceexue paboTbi! t . Learning rate B anoxy t

‘[’ 4ucno anox

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



3aTyxaHune CKopoCTn 0by4eHuUs:
INnHenHbIN nporpes (Linear Warmup)

. Learning rate BbiCOKMIN  HayanbHbll LR MoxeT

NPUBECTN K B3PbIBHOMY POCTY OLLUNOKN.
JInHenHbIN pocT HadnHasa ¢ O 3a nepsble
~5000 ntepauum MoxeTt nNpenoTBpaTUTb
03 aTO.

0.2 1

0.5 1

0.4 -

IMNnpurYeckoe NpaBuno: yeenmymBas
pasmep 6atya B N pas, ymeHbliante LR B
N pas.

0.1 1

0.0 1

0 20 40 60 80 100
Epoch

Goyal et al, “Accurate, Large Minibatch SGD: Training ImageNet in 1 Hour”, arXiv 2017

OueHb nonesHbIn Noaxod Ha nNpakTuke!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTumMmnsauna nepBoro nopsagka u
ee ynyJlieHue

(1) JlokanbHas nMHenHasa annpoKCcMMaLMAa Ha OCHOBE rpagueHTa
(2) LUWar B HanpaBneHnn MMHUMU3aALMN

e

Loss

wl

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTuMmn3aumsa BTOporo nopsiaka

(1) Ha ocHoBe NeccunaHa CTpoMM KBagpaTUYHYKO annpokcumauunto
(2) LWaraem B HanpaBneHnMn MMHMMyMa 3TON annpokcumaumm

A
Loss

wl

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTuMmn3aumsa BTOporo nopsiaka

Pag Tennopa BTOpoOro nopsigka:

J(8) ~ J(80) + (60 — ) T Vo (6) + 5 (6 — ) H(6 — 60)

Pelwlaem obpaTHyto 3aaady ans metoda HelotoHa:

0* =0, — H 'VeoJ(0p)

Q: Moxewm nn ncnonb3oBaTtb An4 rnybokoro oby4eHnsa?

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTuMmn3aumsa BTOporo nopsiaka

Pag Tennopa BTOporo nopsigka:

J(8) ~ J(80) + (60 — ) T Vo (6) + 5 (6 — 6) H(6 — 60)

Pelwlaem obpaTHyto 3aaady ans metoda HelotoHa:

B 'eccnaHe N2 anemeHTOB

 — 0, — H_IVQJ(BO) Ob6paweHmne - O(N"3)

N = (decatku nnu cotHM) MUNSIMOHOB

Q: Moxem nn ncnonb3oBatb Ans rnybokoro odoy4yeHna?

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



OnTumMmnsauunsa BTOpPOro rnopsiaka

0" =0, — H 'VeoJ(0p)

- KBasmHbloTOHOBCKME MeToabl (BFGS cambiv nonynapHbIN):
evecmo obpauweHusa [eccuaHa (O(N"3)), annpokcumupyrom
obpamHbil 'eccuaH wazamu co crioxkHocmbsto O(N"2).

- L-BFGS (Limited memory BFGS):
He xpaHum ['eccuaH yesruKkom.
Annpokcumauyusi [eccuaHa rnosne3Ha npu _oucmuniguuu  uiu
KOHmMpacmupogaHuu cemu

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



L-BFGS

- XopoLlo paboTaeT ¢ NONIHbIM HAbOPOM AaHHbIX,
B AeTepMeHnpoBaHHOM cMbicrie (6e3 SGD!)
T.€. €CNnun y Bac eCcTb AeTepMnHmpoBaHHas f(X) To
L-BFGS xopoluee pelueHune

- Mnoxo paboTtaeT B napagurme mmHubartyen. [laet
NSIOXYK0 CXO0AUMOCTb. AfganTauus MeToaoB BTOPOro
nopsgka K cToxXacTMYeckom  napagurme -
HanpaBreHne akTUBHbIX NCCreaoBaHUM.

Le et al, “On optimization methods for deep learning, ICML 2011”
Ba et al, “Distributed second-order optimization using Kronecker-factored approximations”, ICLR 2017

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

"I hope we'll be
able to solve
these problems
before we leave.'

Paul Erdos



Ha npakTue:

- Adam xopoLuunin BbIbop Ana 60onbLINHCTBA
Criy4yaeB; 4acTo paboTaeT XOpoLlo C
KOHCTaHTHbIM LR

- SGD+Momentum MOXeT gatb nNydlnn pesynesraT
4yemM Adam, HO HY>XHO yMeHbLlaTh LR
- KocuHycHoe ymeHbLueHne LR xopolwuunin BbIOOP.
- Warm Start — Toxxe o4eHb xopoLu!
- Ha meTtoabl BTOpOro nopsiaka MoXXHO NOCMOTPETD,
Hanpumep Ha L-BFGS (no Hago y6pats Bech wym!)

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



YMeHbLLEeHne onbKn Ha TecTe

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[1o Ty cTOpOHY loss

Train Loss Accuracy

175 - —e— train

15.0 +— val

125 0.8 1

10.0

07 4

75

50 -

25

b ooorosescscrend
0.0 05 {eeee®® —_———
0 2500 b000 7500 10000 12500 15000 17500 20000 0 2500 5000 7500 10000 1p500 15000 17500 20000

YRy4luas apxutekTypy v onTUMM3aTopbl Mbl Ho peanbHo HaM BaxHa oLmbka
yMeHbLLaeM owmnbKy BpemeHn obydeHus (l0ss) npeackasaHusi Ha HOBbIX JaHHbIX —

KaK COKpaTuUTb OTpbIB train u val?

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Early Stopping: genante aTo!

Loss

lteration

Accuracy

Train

Stop training here

lteration

OcTaHaBnuBanTe oby4yeHne Korga TO4YHOCTb Ha BanuaaLMOHHOM

Habope yMeHbLUaeTcd

nn obyyanTtecb 40 KOHLA, HO COXPaHSANTE MOLENMN KaXXaom 3rnoxXu,
4YTOObI BbIOpATH NyyLlylo Mo BanMgaunoHHOMY Habopy

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



AHcambnun moaeneun/ Model ensembles

1. Oby4yaem HezaBUCUMbIE MOOENN
2. Ha TecTte ycpeaHsiemM nx nporHo3bl

(bepem cpegHee NPOrHO3HbIX pacnpegeneHmn, bepem argmax)

[Tony4yaem npupocT B 2%

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Kak yBennintb TOYHOCTb KOHKPETHOMN Modenun?

Train Loss

17.5

15.0

125

10.0

75

5.0

25

0.0

0 2500 5000 7500 10000 12500 15000 17500 20000

Accuracy
- —e— train
+— val

08
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»0 000 000000000000000 Shhadd ot o bda
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Perynapusayms!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

A.H. TuxoHoB
OcHoBarenb
BMK MI'Y



Perynsapusauus: OonosIHNTENbHOE
crnaraemoe K onoke

L=1>V >, max(0, f(zi; W); — f(zi; W)y, + 1) +AR(W)

OBbIYHO: (Weight decay)
L2 perynspun3auus R(W) Ek Zl kl 3aTyxaHune BecoB
L1 perynapuzauma  BW) =32, > Wil

Elastic net (L1 + L2) R(W)=32,>,8W;, + Wi,



Perynapusauuna: Dropout

B kakgom npamMom npoxoae 3aHyndaem YyacTtb HEMPOHOB
BeposaTHOCTb 3aHynNeHus - rmnpepnapameTp,
00ObIYHO, 0.5

Srivastava et al, “Dropout: A simple way to prevent neural networks from overfitting”, JMLR 2014

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Perynapusauuna: Dropout Mpumiep dropout

B TPEXCITIONHON
p =0.5# probability of keeping a unit active. higher = less dropout ceTu

def train_step(X):
"wt X contains the data """

o

# forward pass for example 3-layer neural network
H1 = np.maximum(©, np.dot(Wl, X) + bl)
Ul = np.random.rand(*Hl.shape) < p # first dropout mask

H1 *= Ul # drop!

H2 = np.maximum(©, np.dot(W2, H1) + b2)

U2 = np.random.rand(*H2.shape) < p # second dropout mask
H2 *= U2 # drop!

out = np.dot(W3, H2) + b3

# backward pass: compute gradients... (not shown)

# perform parameter update... (not shown)

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Perynapusauuna: Dropout

[Touemy 31O paboTaer?
3acTaBngdeTt ceTb popMmpoBaTb YCTONYMBOE

npeacTaBrieHme.

MNpenoTBpallaeT Ko-aganTtauuio NPpU3HaKoB:

T

yLum
XBOCT

LLepCTb

KOI'TN

030pHOM
BUA

—%X——4\\\\\\\\
—X— _ cat
~__—— score

—x—/



Perynapusauuna: Dropout

[Toyemy aTO paboTaeTt?

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

AnbTepHaTUBHOE 0OOCHOBAHME:!

Dropout peannayeT aHcamMbnb MOAENeEN
C oOWMMM NnapamMmeTpamum.

Kaxkgas buHapHas macka dropout — ogHa
MoZerb

FC cnoun ¢ 4096 Becamu gaet

24096 —~ 101233 Bo3MOKHbIX MACOK!
Bo BceneHHon Bcero ~ 1082 atomMOB...



Dropout: Tect/mHdepeHc

Output Input
(label) (image)
Random
Dropout AenaeT BbIXOf, yl= fw(zh2) mask

cllyYauHbIMm!

[asante “ycpegHum” cny4yamHoOCTb Npu TecTe
y= @) = B.[f(2, )] = [ pe)(, )z

Ho 3TO CNOXHbIU UHTerpan ...

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Dropout: Tect/mHdepeHc

AnnpokcumMmmnpyem
NHTEerpan

y = f(@) = B, [f(z,2)] = / p(2)f (z, 2)dz

PaccmoTpmm oguH HEUPOH.

Bo Bpems TecTa: Ela| = wiz + way
Bo Bpems o0y4eHus: E[d] :i(ww - sl] & %(ww +0y)

1 1
+ = (02 + 0y) + -

1 4(033 + way)

Bo Bpemsa TecTta, NpocTo 1
YMHOXWUM =5 (w1 +w2y)
Ha BeposATHOCTb dropout!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Dropout: Tect/mHdepeHc

def predict(X):

H1 = np.maximum(©, np-dOt(er X) + bl) * p # NOTE: scale the activations
H2 = np.maximum(@, np.dot(W2, H1l) + b2) * p # NOTE
out = np.dot(W3, H2) + b3

Bo Bpemsa Tecta/mHdepeHca Bce HENPOHbI aKTUBHBI
=> Mbl JOIMKHbI B3BECUTb BCE aKTUBALMN HEMPOHOB TakK, YTOObI:

BbIXO/[ BO BPpeMd TeCTd — oXnaaemblin BbIX0d BO BpeM4A o6yqum=|

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



""" Vanilla Dropout: Not recommended implementation (see notes below) """

Dropout: toru

p = 0.5 # probability of keeping a unit active. higher = less dropout

def train_step(X):
“n" X contains the data """
# forward pass for example 3-layer neural network
H1 = np.maximum(©, np.dot(Wl, X) + bl)
Ul = np.random.rand(*Hl.shape) < p # First dropout mask
H1l *= Ul # drop!
"R = p. XY, - Aot (WZ, AI) ¥ 57) Bo Bpems oby4eHus:

U2 = np.random.rand(*H2.shape) < p # second dropout mask

H2 *= U2 # drop! 3aHyJ-”/|M C
out = np.dot(W3, H2) + b3
BEPOATHOCTbLIO D

# backward pass: compute gradients... (not shown)
# perform parameter update... (not shown)

def predict(X):
# ensembled forward pass

H1 = np.maximum(©@, np.dot(Wl, X) + bl)|* p # NOTE: scale the activations BO BpeMﬂ TeCTa

H2 = np.maximum(©, np.dot(W2, H1l) + b2) * p # NOTE: scale the activations

out = np.dot(W3, H2) + b3 B3BeClM C
BepOFITHOCTbI-O p

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



bonee ynobHo: “Inverted dropout”

p = 0.5 # probability of keeping a unit active. higher = less dropout

def train_step(X):
# forward pass for example 3-layer neural network

_H1 = np.maximum(©®, np.dot(Wl, X) + bl)
Ul = (np.random.rand(*Hl.shape) < p)|/ p #|first dropout mask. Notice /p!
H1 *= Ul # drop!
H2 = np.maximum(©, np.dot(W2, H1l) + b2)
U2 = (np.random.rand(*H2.shape) < p)|/ p #|second dropout mask. Notice /p!
H2 *= U2 # drop!
out = np.dot(W3, H2) + b3

# backward pass: compute gradients... (not shown)

# perform parameter update... (not shown) BO BpeMﬂ TeCTa

e prineoy B / HU4yero He MeHsaeMm!
# ensembled forward pass

H1 = np.maximum(©, np.dot(Wl, X) + bl) # no scaling necessary
H2 = np.maximum(©, np.dot(W2, H1l) + b2)
out = np.dot(W3, H2) + b3

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Perynapusauuna: Obwmnmn noaxoa

Hanpumep: Batch

Training: JobaBnm cny4YanHoOCTEN L
Normalization

pasnnu4yHou Npmpoa.l

T = fW(-ng Z) Training:
Hopmanunayem c

y4€TOM CTAaTUCTUK

Testing: YcpeaHuUMm crny4amHoOCTU MUHUBATYCH

(MHOrOa annpPoKCMMUpPyeMm)

y = f(z) = E, [f(m,z)] — /p(z)f(sz)dz Testing: Hopmanmayem
C UCMOJIb30BaHMNEM
dOUKCUPOBAHHbIX

A.B. HukoHopoB, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/ CTaTM CTM K



Perynapusauna: AyrmeHTauna gaHHbIX
Cuuntaem

3arpyxaem “cat”
KapTUHKY 1 ee
Knacc
: OLLNBKY

> CNN (loss)

This image by Nikita is
licensed under CC-BY 2.0

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Perynapusauna: AyrmeHtauna gaHHbIX

3arpyxaem

KapTUHKY N ee

Kinacc
Cuutaem
OLLNOKY
(loss)

MeHsem KapTUHKY

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AyrmeHTauma gaHHbIX
[ Opn30OHTaNbHbIE OTPaXXeHUS

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AyrMmeHTaumns gaHHbIX

Cny4anHoe U3MeHeHune pasmepa u
MacLuTabupoBaHue

Training: Habupaem cny4anHyo obpesky /

MacLUTabbI

Hanpumep, ons ResNet:

1. Bblbupaem paHgomHo L 13 ananasoHa [256, 480]

2. MeHsiem pasmep nsobpaxeHus n3 odbyyaroLuen
BbIOOPKK, L MO KOPOTKOU CTOPOHE

3. Bbibnpaem cnyvanHein pparmeHT 224 x 224

Training: Y3HaeM 4yTb nosxe!

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



AyrmeHTauma gaHHbIX

PaHoomMmusauus uBeTta 1

Bbonee CNOXHOo:

[Tlpumensiem PCAK [R, G,

MpocTtas: Pangomusnpyem B] uBeTtam nukcenos

APKOCTb U KOHTPACT
2. Pangomusunpyem

“‘UBEeToBOW CABUI MO
rMaBHbIM KOMMOHEHTaM

3. JobaBnsaem caBur Ko
BCEM LiBeTaM MNUKCEeNoB

(As seen in [Krizhevsky et al. 2012], ResNet, etc)

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



AyrmeHTauma gaHHbIX

[TposiBUM TBOpPYECTBO!

PaHgomusnpyem KomomHauuio:
- caBuros
- MOBOPOTOB
- pacTsXeHun
- Cpes3os,
- aucrtopcun onTtuku, ISO wymbl. ..

Bubnuoteka abluminations
https://github.com/albumentations-

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/ team/al b ume ntatlo ns



https://github.com/albumentations-team/albumentations

ABTOMAaTM4YeCKasi ayrMmeHTauus JaHHbIX

Original Sub-policy I~ Sub-policy 2 Sub-policy 3~ Sub-policy4  Sub-policy 5

o | | Pelr]
s | 1 | 17
HE CEE

ShearX, 0.9, 7 ShearY, 0.7, 6 ShearX, 0.9, 4 Invert, 0.9, 3 ShearY, 0.8, 5
Invert, 0.2, 3 Solarize, 0.4, 8 AutoContrast, 0.8,3 Equalize, 0.6,3 AutoContrast, 0.7, 3

Batch 3

Original Sub-policy 1 Sub-policy 2 Sub-policy 3 Sub-policy 4

Batch 1

-
hk‘

Equalize, 0.4,4  Solarize, 0.6,3  Posterize, 0.8, 5 Rotate, 0.2, 3 Equalize, 0.6, 8
Rotate, 0.8, 8 Equalize, 0.6,7  Equalize, 1.0,2  Solarize, 0.6, 8  Posterize, 0.4, 6

Batch 2

Batch 3

Cubuk et al., “AutoAugment: Learning Augmentation Strategies from Data”, CVPR 2019
A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Perynapusauuna: MapruHannsauus
Training: Jo6aBnm criyqanHoro wyma n/vnm

NCKaXkeHum
Testing: MapruHanusupyem no
LLUYMY/NCKaXXeHNAM

NMpumepbl:

Dropout
Batch Normalization Augmentation

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



MaprnHanmsauuns

Mpumep mapruHanmsayum:

Ona UK P(happiness|weather) = P(happiness, country=England | weather)
+ P(happiness, country=Scotland | weather) + P(happiness, country=Wales
| weather), T.K. UK coctouT 13 England, Scotland, Wales

MoapobHee Npo mapruHanmsaumio, Hanpumep:
https://towardsdatascience.com/probability-concepts-explained-marginalisation-2296846344fc

HasBaHue «4acTHoe pacnpenerneHve» UCnonb3yeTcsa B nepesogax nog MaprMHan n3aumnsa ans Dropout:

penakuuen Konmoroposa, «MapriuHanbHoe pacnpegeneHne» — B bonee

) [a] = wW1T + way

COBPEMEHHOM NuTepaTtype NyTeM 3aMMCTBOBAHUS U3 aHIIMMACKOrO S3blka

(anrn. marginal distribution); Ha3BaHWe B aHIMMNCKOM SA3bIKEe B CBOIO E[a] :i(fwlx + 'wgy) + i(wlx + Oy)
oyepenb ABMsieTCs NepeBooM C HemeLkoro (HeMm. Randverteilungen) na 1 1

+ =(0z + Oy) + = (0z + way)
ny6nukauun Konmoroposa: A. Kolmogoroff, 1933 4 4

1
Bukunedusi, YacmHoe pacnpedeneHue =§ (wlx + way)

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/


https://ru.wikipedia.org/wiki/%D0%90%D0%BD%D0%B3%D0%BB%D0%B8%D0%B9%D1%81%D0%BA%D0%B8%D0%B9_%D1%8F%D0%B7%D1%8B%D0%BA
https://ru.wikipedia.org/wiki/%D0%9D%D0%B5%D0%BC%D0%B5%D1%86%D0%BA%D0%B8%D0%B9_%D1%8F%D0%B7%D1%8B%D0%BA
https://towardsdatascience.com/probability-concepts-explained-marginalisation-2296846344fc

AyrMmeHTaumns gaHHbIX

Cny4anHoe n3ameHeHne pasmepa n macLuTabnpoBaHue

Training: Habmnpaem cny4vanHyto obpesky / macluTabbl
Hanpumep, ana ResNet:

1. Bblbupaem paHgomHo L 13 ananasoHa [256, 480]

2. MeHsiem pasmep nsobpaxeHnsa ns obyyvarowien Bol6opku, L
MO KOPOTKOM CTOPOHE

3. Bbibupaem crniyyqanHbin pparMeHT 224 x 224

Testing: ycpeaHsiem no pmkcnpoBaHHOMY Habopy

Bblpe3oB (crop) — MapruHanusauus
ResNet:
1. MacwTabupyem Ha 5 pasmepos: {224, 256, 384, 480, 640}

2. [ns kaxpgoro pasmepa, bepem 10 224 x 224 Bbipesa: 4 no
yrnam + LUeHTp, + OTpaXkeHus

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Perynapusauuna: DropConnect

Training: Cny4yanHo 3aHynsem Beca CBA3en Mexay HempoHamu
Testing: Ncnonb3yem Bce CBA3N

Examples:
Dropout

Batch Normalization
Data Augmentation
DropConnect

Wan et al, “Regularization of Neural Networks using DropConnect”, ICML 2013

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Perynapusauusa: Fractional Pooling
Training: Vicnonb3yem cnyyaiiHble pervioHbl MyninHra Elr_l ﬂ:] :l:‘:
| ]

Testing: YcpeaHsieM no pasHbiM permoHam

Examples: E

Dropout [ IS )
Batch Normalization : I_IepeBepHy'al% MorzpyaH o
Data Augmentation AL 4T
DropConnect

Fractional Max
Pooling

Graham, “Fractional Max Pooling”, arXiv 2014

A.B. HukoHopoB, ocHoBaHoO Ha Kypce http://cs231n.stanford.edu/ Lenna



Perynapusauuna: Stochastic Depth

Training: BbIKNHEM HECKOJSIbKO CNoeB
Testing: Vicnonb3yem Bce Criou

Examples:

Dropout

Batch Normalization
Data Augmentation
DropConnect
Fractional Max Pooling
Stochastic Depth

Huang et al, “Deep Networks with Stochastic Depth”, ECCV 2016

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Regularization: Cutout

Training: 3akpoem 4YacTb KapTUHKK
Testing: Ncnonb3yem BCIO KAPTUHKY

Examples:

Dropout

Batch Normalization
Data Augmentation
DropConnect
Fractional Max Pooling
Stochastic Depth
Cutout / Random Crop

Xopouwlo paboTaeT Ha YeM-TO ManeHbKOM

DeVries and Taylor, “lmproved Regularization of Bpoae CIFAR Nnoxy»e Ha pearsibHbIX JaHHbIX
Convolutional Neural Networks with Cutout”, arXiv 2017 !
Bpoae ImageNet

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Perynapusauna: Mixup
Training: Y4um Ha crydyamHbIX HaNoOXeHNAX KapTUHOK
Testing: cnonb3yem opurnHanbHbie KapTUHKA

Examples:

Dropout Target label:
Batch Normalization CNN | cat: 0.4
Data Augmentation dog: 0.6
DropConnect

Fractional Max Pooling
Stochastic Depth

Cutout / Random Crop
Mixup

Zhang et al, “mixup: Beyond Empirical Risk Minimization”, ICLR 2018

Hanoxum aBe KapTUHKK C
NPO3pPaYHOCTbIO,
Hanpumep, 40% cat, 60% dog

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



Regularization - paktuka

Training: JobaBnm cny4YanHble UCKaXXeHNA
Testing: MapruHanusnpyem no UCKaKeHUAaMm

Examples:
Dropout

Batch Normalization
Data Augmentation

Cutout / Random Crop
Mixup

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

dropout xopow ansa 6onbLwnx
nonHocesA3HbIX (FC) kackagos,
BatchNorm - npegnoytutensHee
BatchNorm n ayrmeHTaums novtu
BCerga OTnu4yHo pabortaer

[TonpobynTe cutout n mixup ocobeHHO
Ong ManeHbKUX 0aTaceToB



[Toobop rmnepnapameTpoB

(6e3 coteH GPU!)

HO Ha kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1: Check initial loss - CmoTpum, Kakon nony4aeTcs
loss Ha cTapTe oby4veHus

Bkntoyaem/oTknovaem 3aTtyxaHme secos (weight decay),

NpoBEPSEM KOPPEKTHOCTL |0SS Ha cTapTe
Hanpumep, log(C) ansa softmax ¢ C knaccamu

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1: Check initial loss
Step 2: [lobbemcs nepeobyyeHnsa Ha MareHbKoM aaTaceTte

[TocTtapaemcs nonydnts 100% TOYHOCTU HA ManeHbKOM
napacete (~5-10 batyen); noabmnpaem apxuTtekTypy, learning
rate, MHLULUMaNM3auuto

LOSs He ybbiBaeT? LR CnULLKOM ManeHbKun, He yraganu C
NMHUUManmn3aumen

Loss ynetaert B Inf unn NaN? LR cnuwkom 6onbLion, He
yraganuv ¢ uHmumnanusaumen

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1: Check initial loss
Step 2: Overfit a small sample
Step 3: Nogbepem LR koTopbin AaeTt yobiBaHne owmndku (loss)

ApxuTekTypy bepem c npeablayLwiero wara, 6epem BCro
obyyvatoulyto BbIbOpKY, BKtovaem weight decay ¢ HebonbLUNM
BecoM, nogdbupaem learning rate KoTopbin Aa€T 3HAYUTENBHOE
nageHue loss 3a ~100 ntepaunm

Xopowmnn Habop LR ana Hawana: le-1, le-2, 1e-3, 1le-4

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1: Check initial loss

Step 2: Overfit a small sample

Step 3: Find LR that makes loss go down
Step 4: C rpybon ceTkon oby4vaTtb ~1-5 anox

[na Heckonbkux 3HadeHUn LR n weight decay kotopble
paboTtanu Ha ware 3, 00y4YnTb HECKOSTbKO MOAeENemn
Bbibnpaem Heckonbko 3HavyeHnn LR n weight decay okoro
TOro, Yto pabotarno Ha LWare 3, yuynm Heckornbko moaenen ~1-
S 3MNOX.

XopOLume BapunaHTbl weight decay: 1e-4, 1e-5, 0

A.B. HukoHopos, ocHoBa Kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1: Check initial loss

Step 2: Overfit a small sample

Step 3: Find LR that makes loss go down
Step 4. Coarse grid, train for ~1-5 epochs
Step 5: [lenaem MesnkKyk CETKY, y4nuMm Oonblue

bepem nyywue mogenu c Wara 4, yunm gonblue (~10-20 3anox)
6e3 ymeHblueHust LR

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Toobop runepnapameTpoB

Step 1: Check initial loss

Step 2: Overfit a small sample

Step 3: Find LR that makes loss go down

Step 4: Coarse grid, train for ~1-5 epochs

Step 5: Refine grid, train longer

Step 6. 3anyckaem Hagonro, CMOTpUM Ha rpadumkm loss

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[ padurKn oLLIMOOK N TOYHOCTU

Training Loss/Owwubka
0.1V

Training loss

0 100000 200000 300000 400000 500000 600000
lteration

Ownbka 0ObI4YHO LWYMHas,
MCNOMb3ynTe CKOmMb3sLLee
cpegHee

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/
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Train / Val Accuracy / TOYHOCTb

100000 200000 300000 400000 500000 600000
lteration

ToyHOCTb BCerga puHarnbHoO
cUMTaEeTCs Ha BanuaaLuNoOHHOM
Habope, KOTOPbIN He BXOAUT B
oby4yeHue




t TOYHOCTb pacTeT,

Accuracy
npogosrmkaem odbyyeHune

Train

/
I/

Val

time

A.B. HukoHopoB, ocHoBaHo Ha kypce http://cs231n.stanford.edu/



A
Accuracy

Train

BonbLwon paspbiB mexay train / val
o3Ha4daet nepeodbyyeHne! Hy>XHO ycunuTb
perynapusaunto, 4o06aBnTb JaHHbIX,
BO3MOXHO 3a CHET ayrMeHTauum

__—

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/

time



t HeT paspsbiBa train / val -

Hegooby4yeHUE: HYXXHO aonbLue
yunTb, bpatb 60onee o6 bEMHYIO

Train MORETE

Accuracy

time

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Toobop runepnapameTpoB

Step 1: Check initial loss

Step 2: Overfit a small sample

Step 3: Find LR that makes loss go down
Step 4: Coarse grid, train for ~1-5 epochs
Step 5: Refine grid, train longer

Step 6: Look at loss curves

Step 7: logem Ha war 5

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



[Togbop rmnepnapameTpoB

Step 1. HayanbHaga nposepka loss

Step 2: Nepeoby4ynm Ha maneHbkom rnpumepe (Ao ~100%)
Step 3: lNogbepem LR KoTopbI NPMBOAUT K YMEHBLLEHUIO
loss

Step 4: 'pyObIn noabop napamMeTpoBs, y4num ~1-5 anox
Step 5: TouHbI NoAOOpP NapameTpoB, y4MM O0MbLUe

Step 6: Habnogaem 3a oWMOKOM U TOYHOCTBHO
Step 7: Wpem Ha war 5

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Kakue runepnapameTtpbl nogdupaem:

- ApXUTeKTypa ceTu

- learning rate, weight decay, nonmTuky
OOHOBreHUs

- perynsapusauus (L2/Dropout, nx Bec)

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



KomaHaHbIN
LEHTP
tensorboard
Unn —
WandB

GPU Utilization (%)

https://neptune.ai/blog/the-best-tensorboard-alternatives

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Random Search for

Random Search vs. Grid Search  Hyper-parameter optimization

Bergstra and Bengio, 2012

‘I HHBI I

CeTKa IapaMeTpoB
e .

@
®
@
Unimportant Parameter
[ ]
Unimportant Parameter

Important Parameter Important Parameter

lllustration of Bergstra et al., 2012 by Shayne
Longpre, copyright CS231n 2017

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



NToro

- YMEeHbLLUEeHne oLLnOKN

oby4eHus:
- OnTmMmnsaTopbl

- 3ameHeHme learning rate

- YBenmyeHue ToO4YHOCTW:
- Perynapusauus
- [logbop rmnepnapapmMmeTpoB

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



Nanee: Apxutektypbl CHC

A.B. HukoHopog, ocHoBaHo Ha Kypce http://cs231n.stanford.edu/



