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HanomHum: Convolutional Neural Networks
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Components of CNNs
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TpaHcdopmepbl onpegeneHmne

TpaHcgpopmep — Helipocemesasa apxumeKkmypa, 0719 o0bpabomKu c8a3aHHbIX Habopos
a/1eMeHMOo8, MAKUX, KOK MOKEeHbI 8 nocsedosamesibHOCMu rnukcenel uzobpaxceHusa unu
C/108 8 rpeods1IoHeHuUU, 20e amu 37emMeHmsl 83aumMo0elicmayrom MmosibKo Mocpeodcmeaeom

MeXaHU3Ma HympeHHe20 6HUMAHUS.
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— — | | am a student

0_/ TRANSFORMER

Ashish Vaswani ... lllia Polosukhin, Attention Is All You Need, NIPS 2017
https://lilianweng.github.io/posts/2018-06-24-attention/
https://peterbloem.nl/blog/transformers
https://habr.com/ru/company/wunderfund/blog/592231/
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Kak paboTaeT BHYTpeHHee BHUMaHne/
self attention?

Ha npumepe pekomeHaaTenbHOM
cuctemMbl OUbMOB:
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Kak paboTaeT BHYTpeHHee BHUMaHne/

self attention?

Hangewm Bbixoq y B3BECUB MO
BCEM BXogam X:

Y =) wix.
j

[MpocTenunmn BapruaHT BECOB -
cKanspHoe rnpousseqeHue:

wfj = xLTx}- .
Ho xopoLwuo 66l ero oTHOPMUPOBATL
npu nomown Softmax:
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exp wi,

Wi = ks
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NnntocTpauus, Anga npocToTbl 6e3 softmax):
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Kak BHMMaHue BbirnaguT B torch?
X — BX0[4, Y — BbIX0O4

import torch

import torch.nn.functional as F

~aW_weights = torch.bmm({x, x.transpose(l,

I
COMaHAOG dKETHOr O YMHOMEHWA MaTpWl.

0 == ENE LI K HOEEHWMA Ha

weights = F.softmax(raw_weights, dim=2)

y = torch.bmm{weights, x)



TepmMmumnHonorna n napameTpusaumus

Bxog X MOXeT 6bITb MCNOMb30BaH Kak

- 3anpoc, query, B CpaBHEHUN C APYrMMU BEKTOPaMK BXoAa Ans NOnyYeHnst ero BbIXO4HOro
BeKTopay

- Kniou, key, B cpaBHEHMM C APYrMMI BeKTopamu Bxoda Anst hopMnMpoBaHUS BECOB

- 3HayeHwue, value, onsa popmMmnpoBaHMA B3BELLEHHON CVMMbI AN KaXXO0ro U3 BbIXOOHbIX
BEKTOPOB Y2
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MHorornasoe sHumMmanume / multi- head attentlon

BHuMaHue akeugsapuamueHo — nepectaHoBKa BXOO0B
OaeT nepecTaHOBKY BbIXOA0B.

Kak pasnununtb — ApreHtnHa nobeauna Amaiky, 5:0
nnm

Awmainka nobeguna ApreHTuny, 5:0?

APFEHTMHA

PelweHune — HeCKONbKO BNOKOB
BHMMaHWS, NPOLLIE BCEro UX
NOHMMAaTb KakK HECKOMbKO
napannenbHbIX Br10KOoB.




bnok TpaHcdopmepa

TpaHchopmep — Helipocemesas apxumeKkmypa, 0718 obpabomku cea3aHHbIX Habopos
3/1eMeHMOo8, MAKUX, KaK MOKeHbI 8 nocsi1edo8amesnbHOCMU nukcenet uzobpaxeHusa uau
€108 8 NpeodsoHeHuUU, 20e amu 37emMeHMbl 83auMo0oelicmeyrom mosibKo Mocpedcmaom
mexaHu3ma HympeHHe20 6HUMUAHUS.
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bnok TpaHcdopmepa - pytorch

class TransformerBlock( )
def init ¢ ):

(). dinit_ ()

self.attention = SelfAttention(k, heads=heads)

self.norml = nn.LayerNorm{k)

self.norm2 = nn.LayerNorm{k)

self.ff = nn.Sequential(

nn.Linear(k, * k3,
Fi"

nn.RelLU{},

nn.Linear{4 * k, k))

def forward( HE
attended = self.attention(x)

¥ = self.norml{attended + x)

fedforward = self.ff(x)

return self.norm2(fedforward + x)



Hopmanunzauuga — LayerNorm
LAYERNORM

CLASS torch.nn.layerMNorm (normalized_shape, eps=1e-05, elementwise_affine=True, device=None,
dtype=None) [SOURCE]

Applies Layer Normalization over a mini-batch of inputs as described in the paper Layer Normalizarion

The mean and standard-deviation are calculated over the last D dimensions, where D is the dimension of
normalized_shape. For example, if normalized_shape is (3, 5) (a 2-dimensional shape), the mean and standard-
deviation are computed over the last 2 dimensions of the input (i.e. input.mean((-2, -1))). 7y and 3 are learnable affine
transform parameters of normalized_shape if elementwise_affine is True. The standard-deviation is calculated via the
biased estimator, equivalent to torch.var(input, unbiased=False).

= NOTE

Unlike Batch Normalization and Instance Normalization, which applies scalar scale and bias for each entire
channel/plane with the affine option, Layer Mormalization applies per-element scale and bias with
elementwise_affine.



3ameHa FC — Global Average Pooling (GAP)

- GAP 3ameHseT NoNHOCBA3HbIE C/I0U, MPUITOM CETb CTAHOBUTCA NOJIHOCBA3HOMN.
-  GAP Heoby4yaembin!
- AKTUBALMM CBEPTOYHbIX C/I0OEB CTAHOBATCA KapTaMn KOHPUAEHTHOCTMU.

CNN NIN
Fully Connected Layers Global Average Pooling
feature maps / T output nodes feature maps output nodes
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VA - 2 / — 30
I averaging
concatenation

Explicitly confidence map of each category



TpaHcdopmep Anga Knaccudukaumnm

- Bbixog — npumeHsem GAP K Bbixoay 610Ka TpaHchopmepa.
- Bxop — pobaBnsem no3mumio, T.K. CETb MHBAPUAHTHA K NepecTaHOBKaM.
Ncnonb3yem nNo3nuUMOHHbIN 3MbeaNHT UM NO3ULMOHHAA KOAMPOBKA.
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TpaHcdopmep ans knaccudoukaumm - pytorch

class Transformer(

ot

LY

def _init ( J:

Y

().__init ()

self.num_tokens = num_tokens
self.token_emb = nn.Embedding{num_tokens, k)

self.pos_emb = nn.Embedding(seq_length, k)

+

NocnegoEaTeNEHOCTE BNOKOE TpaHCQopMEpQ, H

A 0BAZEHHOCTE PELEHWA CROMHLIK

for i in (depth):
tblocks.append({TransformerBlock(k=k, heads=heads))
self.tblocks = nn.Sequential (*tblocks)

m
=1}
I
=
&
i

self.toprobs = nn.Linear(k, num_classes)



TpaHcopmep Ansa knaccudpukaumm - pytorch

def forward(s=lf, x):

=

i

:param x: A (b, t) Tensop uenouMCAEHHBIX SHaYEHWH, NpenCcTaENAHLMA
cnoga (B HEKOEM 3IapaHee 334aHHOM Cnosape).

:return: A (b, c) Tensop norapudMMYSCKWX BEpPOATHOCTER No
knaccam (rge c - 3TO KOANWYECTBO KNACCOB).

manm

# reHepupyem smbegAMHIM TOKEHOE

tokens = self.token emb(x)

b, t, k = tokens.size()

H M MOSHLUMOHHbE SMBenaMHr K

#r pHpY

1]

i}
1}

positions = torch.arange(t)
positions = self.pos_emb(positions)[Mone, :, :].expand(b, t, k)
x = tokens + positions

x = self.tblocks(x)

i

# BononHASeM ONEpayMl YCPESHAHWErD MyAAMHIE No t W3MEpEHWAM W NpoEUMpy
POATHOCTH, COOTESTCTEYHIWME KNaccam
x = self.toprobs(x.mean(dim=11%)

return F.log_softmax(x, dim=1)



TpaHcdopMmep Ansa reHepauun TeKCTa

input word, pos output character target
sequence embedding sequence probabilities  sequence

(T [ e

h

s .
H _BENES

e

}20|q JowLolsuRI]
)20\ JouLojsuRl}
L 4

Lk

]
=B

Y Y2 Us Ya Ys Ys

i

raw attention weights mask X1 X2 X3 X4 X5 Xg

Macka He JaeT BHUMAHUIO CMOTpPeTb B byayulee!

01 spuaqe




Mexay CONV n RNN

PeKkyppeHTHOCTb 3TO cnabocTb
RNN — anga Toro, 4tobbl
nocuymtaTtb X(N), HY>XXHO
nocuymtatb X(n-1)

CBepTOHHaﬂ CETb NO3BOJIAET
CyHUNTaTb BCE MNnaparseribHo, HO C
MarsibiM NoJsfiemM 3peHn4.

TpaHcchopmepbl — pewatloT 06e
npob6nemsbil!
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[lpumeHeHune: GPT

[na paboTtbl ¢ TpaHcdopmepamm ucnonb3dyem Hugging Face! https://huggingface.co/

# CHadana ycTadoeswMm BubnuoTeky transformers

!pip install transformers

from transformers import GPTZLMHeadModel,

GPT2Tokenizer

import torch

DEVICE = torch.device('cuda' if torch.cuda.is_available() else 'cpu’)}
# InA HarnagHocTe Gygem paboTaTe © pycckoAassMHoW GPT ot Chepa

# Hume womangbl ANA 3arpyskd ¥ WHWLUWMENW3auWM MOOEnd W TOKEHW3aTopa
model _name_or_path = “sberbank-ai/rugpt3large_based_on_gpt2”

tokenizer = GPT2Tokenizer.from_pretrained{model_name_or_path)

model = GPTZLMHeadModel.from_pretrained(model_name_or_path).to{DEVICE)

[Mpumep koga ons ruGPT3

-
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https://huggingface.co/

-

A3blkoBOE MOgennpoBaHue % Hugging Face

neering for QA
text = "Bonpoc: ‘Ckoneko Gyget 2427 "\nOTeeT:™
input_ids = tokenizer.encode(text, return_tensors="pt").to(DEVICE)

out = model.generate{input_ids, do_sample=False

generated_text = list(map(tokenizer.decode, out))[@]

print{generated_text)

#»>» Bonpoc: 'Ckoneko GymeT 242

#>»>> OTBET: 242=

A

(CCKM: "KOT', MOo-aHrnuicikm:”

¥
input_ids = tokenizer.encode(text, return_tensors="pt").to{DEVICE)

I_IpMMep 2+2:4 out = model.generate(input_ids, do sample=False

generated_text = list(map(tokenizer.decode, out))[@]

print{generated text)

#»»> MNo-pycckm: "woT', no-anrnmicew: "cat

[Mpumep: KOT —> cat



TokeHu3auus R Hugging Foce

# M3HayanoHblEe TEKCT

text = "TokeHwIvpyid mena" Unfortunately

# Mpouyecc TOKEHW3AUWW € NOMOLLMED ToKeHaWIepa ruGPT-3

tokens = tokenizer.encode(text, add_special tokens=Fzal
# OBpaTHaA NO3NEMESHTEA TOKEHMZ3aUWA

decoded_tokens = [tokenizer.decode([token]) for token in tokens] U
nfortunate

L1
m
e

print{"text:", text)
print{"tokens: ", tokens)
print({"decoded tokens: ", decoded_tokens)

#x>> text: TOKEHMIMPYH MeHA
#>5> tokens: [789, 368, 337, 848, 28306, 703]
#>>> decoded tokens: ['T", 'ok', "enm’, 'zm’', "pyi’, " mena']

Kop, nniocTtpauus



Apxutektypa GPT

NocneposaTtenbHoCTb Waros GPT

5. YMHOXaeMm BbIXxod Ha BXxoa? bepem

_ softmax — nony4Yaem BEpPOSATHOCTM
Cxema pabotel GPT (NpogorrkeHmne TekcTa cnegyroLliero TokeHa

6. [enaem ceMnnuHr n3 pacnpenerneHus

a robot must obey the orders given it Okay
| | 1. TokeHusaums
(= ! : 2. [MNony4yeHune amMGeaNHIroB (MOXOXe Ha
Transf Decod
o e j word2vec)
| i 2 3 1
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= R R R 3. [dobaBnsiem ambeaunHr no3numnm
- - . - 1 ~ | 4. Tlponyckaem yepes
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Transformer Decoder Block

Output: Probabilities over tokens

h, W/

Transposed embedding W

( Pointwise feed forward )
A

( Add & Lalyer norm )4—
4

( Masked multi-headed self-attention )
A

TRT— -XWoe+ Wy ‘

Embedding matrix W,

f

Input: x
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[TonydyeHune pesynbTtarta - argmax

# MpuMep EpPrMmaKkcHOrD C3MIMIMPOBaHWA

out = model.generate(input_ids,
do_sample=
max_length=32)

AEKCOAWMPOEaHMWE OKEHOE

generated_text = [ (tokenizer.decode, out))[@]

(generated text)



[Tony4yeHue pesynbtata — beam search

# Mpumep redepaumy © nomowbt beam-search

out = model.generate(input_ids,
do_sample=
num_beams=5,

max_length=38)

# NeKOQUpPOBEHHE TOKEHOE
generated_text = ( (tokenizer.decode, out))[@]

(generated_text)




[MonyyeHune pe3ynbTarta — CEMMIINHT

# Mprmep BEPOATHOCTHOrO C3MIIMPOBaHMWA

out = model.generate(input_ids,
do_sample=True,
temperature=1.3,

max_length=38)

# JexogWpoBaHWE TOKEHOB

generated_text = list(map(tokenizer.decode, out))[@]

print({generated_text)

1 KOTOpO#

KW OB

WMEET "MCNONHWTENBHBIA 3NEMEHT" - "BCMNEec

#>>» aneMeHT CeT

# MpuMep BEPOATHOCTHOIO C3MITMPEOEHWA € OFPaHWYEHHEM
out = model.generate(input_ids,

do_sample=True,
temperature=1.3,
top_k=2@,
top_p=08.8,
max_length=3a,
)
# JeKofWpOBaHHE TOKEHOB
generated _text = list(map(tokenizer.decode, out))[@]

print (generated_text)

Hror

#»»» obbe

=]

npor

1=]
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